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It is well known that when data are nonnormally distributed, a test of the significance of Pearson’s r may
inflate Type I error rates and reduce power. Statistics textbooks and the simulation literature provide
several alternatives to Pearson’s correlation. However, the relative performance of these alternatives has
been unclear. Two simulation studies were conducted to compare 12 methods, including Pearson,
Spearman’s rank-order, transformation, and resampling approaches. With most sample sizes (n � 20),
Type I and Type II error rates were minimized by transforming the data to a normal shape prior to
assessing the Pearson correlation. Among transformation approaches, a general purpose rank-based
inverse normal transformation (i.e., transformation to rankit scores) was most beneficial. However, when
samples were both small (n � 10) and extremely nonnormal, the permutation test often outperformed
other alternatives, including various bootstrap tests.
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Nonnormal data are ubiquitous in psychology. For instance, an
extensive study of psychometric and achievement data in major
psychology journals found that 49% of distributions had at least
one extremely heavy tail, 31% were extremely asymmetric, and,
interestingly, 29% had more than one peak (Micceri, 1989). Al-
though this sample came from the early 1980s, the strong presence
of nonnormal psychological data is unlikely to have subsided since
then. If anything, nonnormality might be growing more common
as data gathering techniques become more complex. Burgeoning
subdisciplines such as behavioral genetics, computational model-
ing, and cognitive neuroscience (Bray, 2010) often produce nota-
bly nonnormal data (e.g., Allison et al., 1999; Bishara et al., 2009;
Bullmore et al., 1999). Such nonnormality may handicap the
performance of traditional parametric statistics, such as the Pear-
son product-moment correlation. For example, nonlinear transfor-
mations away from normality usually reduce the absolute magni-
tude of the Pearson correlation (Calkins, 1974; Dunlap, Burke, &
Greer, 1995; Lancaster, 1957). Because of this, with nonnormal
data, the traditional t test for a significant Pearson correlation can
be underpowered. Perhaps of even greater concern, for some types
of nonnormal distributions Pearson’s correlation also inflates Type
I error rates (see, e.g., Blair & Lawson, 1982; Hayes, 1996). To

cope with these problems, a researcher can choose from a variety
of alternatives to the Pearson correlation, but which one should be
chosen, and under what circumstances?

To address such questions, first, we review common textbook
recommendations for conducting bivariate linear correlation when
one or both variables are nonnormally distributed. Second, we
review the relevant methodological (simulation) literature on the
robustness of Pearson’s correlation, focusing on the robustness and
power of Pearson’s r relative to resampling-based procedures (i.e.,
permutation and bootstrap tests), Spearman’s rank-order correla-
tion, and correlation following nonlinear transformation of the
data. When discussing nonlinear data transformations as tech-
niques for normalizing data, particular emphasis is placed on
rank-based inverse normal (RIN) transformations, which approx-
imate normality regardless of the original distribution shape.
Third, we present the results of two Monte Carlo simulation
studies: the first comparing Pearson, Spearman, nonlinear trans-
formation, and resampling procedures, and the second comparing
power under especially large effect size conditions. Finally, our
findings suggest that the most robust and powerful methods are a
joint function of sample size and distribution type, and so careful
choices might improve power while minimizing the chance of a
Type I error.

Textbook Recommendations

In order to determine recommended practice, we reviewed a
sampling of textbooks in the areas of statistics and quantitative
methods. Our review was not meant to be exhaustive. Rather, our
intent was to survey a sampling of relevant books, from different
disciplines, in an effort to gauge common recommended practice.
The books were sampled from different academic domains, such as
psychology/behavioral science, health care, education, business
and economics, and biostatistics. In deciding which books to
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examine, we consulted publishers’ recommendations and several
Internet-based bestseller lists (i.e., Google Shopper and Amazon-
.com). Although we intended to survey both undergraduate- and
graduate-level texts, for a number of books the distinction is a
vague one, as some textbooks are used in both advanced under-
graduate and beginning graduate courses. A total of 18 textbooks
were reviewed across six domain areas (Anderson, Sweeney, &
Williams, 1997; Cohen, Cohen, West, & Aiken, 2003; Daniel,
1983; Field, 2000; Gay, Mills, & Airasian, 2009; Gravetter &
Wallnau, 2004; Hays, 1988; Hurlburt, 1994; McGrath, 1996; Mu-
nro, 2005; Pagano & Gauvreau, 2000; Rosner, 1995; Runyon,
Haber, Pittenger, & Coleman, 1996; Salkind, 2008; Tabachnick &
Fidell, 2007; Triola, 2010; Warner, 2008; Witte & Witte, 2010;
these books are marked with asterisks in the References section).

Textbooks revealed a range of opinions about the need for
normal data in order for a Pearson correlation to be appropriate.
Some textbooks focused on normality of the X and Y variables
independently (i.e., marginal normality; e.g., Pagano & Gauvreau,
2000; Warner, 2008), whereas others focused only on normality of
Y conditional on X (i.e., conditional normality; e.g., Darlington,
1990; Tabachnick & Fidell, 2007). These two types of normality
are related concerns, though, because sampling from marginally
nonnormal distributions often produces nonnormal residuals (Co-
hen et al., 2003; Hayes, 1996). Perhaps more important, textbooks
varied in the degree to which they recommended normal data.
Some books suggested that the Pearson correlation was “extremely
robust” and could withstand violations of assumptions such as
normality (e.g., Field, 2000, p. 87; also see Runyon et al., 1996).
Other textbooks had more stringent requirements, for example,
stating that “data must have a bivariate normal distribution” (e.g.,
Triola, 2010, p. 520).

Despite these differences of opinion about the robustness of
the Pearson correlation, there were substantial similarities when
it came to recommending alternative approaches for nonnormal
data. By far, the most frequent recommendation was to use
Spearman’s rank-order correlation—the argument being that
Spearman’s nonparametric test would be more valid than Pear-
son’s test when parametric assumptions are violated. The sec-
ond most common recommendation was to normalize the non-
normal variable(s)—that is, induce univariate marginal
normality— by applying a nonlinear transformation and then
performing a Pearson correlation on the transformed data. The
remaining recommendations were far less common. One such
uncommon recommendation was that Kendall’s tau should be
used, particularly if the sample size is small and there are a
large number of tied ranks. Another uncommon recommenda-
tion was to use a resampling test of the correlation coefficient,
such as a permutation or bootstrap test, especially for small
sample sizes and violations of multiple parametric assumptions.
The near absence of recommendations for resampling in general
quantitative methods texts is surprising given that many statis-
tical methodologists advocate their use when parametric as-
sumptions, such as marginal normality, are not met (e.g., Good,
2005; Manly, 1997; Mielke & Berry, 2007). Overall, though,
textbooks most frequently suggested Spearman’s rank-order
correlation, sometimes suggested nonlinear transformations,
and only rarely suggested other approaches such as resampling
tests.

Empirical Simulation Literature

While it appears that many authors of statistics textbooks favor
Spearman’s correlation or nonlinear data transformations as strat-
egies for handling nonnormality, it is equally if not more important
to consult the empirical simulation literature. How robust is Pear-
son’s correlation to violations of normality? How does the Pearson
correlation compare with other approaches, such as Spearman’s
rank-order correlation, data transformation approaches, permuta-
tion tests, or bootstrap tests? Each of these questions is considered
in the sections that follow.

Pearson Product-Moment Correlation

In regard to Pearson’s product-moment correlation, early simu-
lation studies suggested that the sampling distribution of Pearson’s
r was insensitive to the effects of nonnormality when testing the
hypothesis that � � 0 (e.g., Duncan & Layard, 1973; Zeller &
Levine, 1974). Havlicek and Peterson (1977) extended these stud-
ies by examining the effects of nonnormality and variations in
measurement scales (interval vs. ordinal vs. percentile) on the
sampling distribution of r, and accompanying Type I error rates,
when testing � � 0. Their results indicated that Pearson’s r was
robust to nonnormality, to nonequal interval measurement, and to
the combination of nonnormality and nonequal interval measure-
ment. Edgell and Noon (1984) expanded upon Havlicek and Pe-
terson’s work by examining very nonnormal distributions (e.g.,
Cauchy) and a variety of mixed-normal distributions. They found
that when testing � � 0 at a nominal alpha of .05, Pearson’s r was
robust to nearly all nonnormal and mixed-normal conditions. The
exceptions occurred with the very small sample size of n � 5, in
which Type I error rates were slightly inflated for all distributions.
Type I error was also inflated when one or both variables were
extremely nonnormal, such as with Cauchy distributions (also see
Hayes, 1996; but see Zimmerman, Zumbo, & Williams, 2003, for
exceptions). Blair and Lawson (1982) simulated an extremely
nonnormal L-shaped distribution, the Bradley (1977) distribution,
which is a mixture of three normal distributions with differing
means, variances, and probabilities of sampling. The Bradley
distribution has a skew slightly greater than 3 and a kurtosis of
about 17. Using this distribution, Blair and Lawson found that, in
general, Type I error rates for Pearson’s r were substantially
deflated for lower tail tests and substantially inflated for upper tail
tests. Interestingly, and in contrast to many previous studies,
increases in sample size when using the Bradley distribution often
exacerbated the Type I error rate problem. Duncan and Layard
(1973) also noted that under some conditions, heightened sample
size can worsen the Type I error rate control of Pearson’s r.
Generally, the literature suggests that extremely nonnormal distri-
butions can sometimes inflate Type I error rates for tests of the
Pearson correlation coefficient, and increasing sample size does
not necessarily alleviate this problem. Thus, with nonnormal data,
alternatives to the Pearson approach might be justified.

Spearman Rank-Order Correlation

Compared with the other alternatives (e.g., resampling), the
robustness of Spearman’s versus Pearson’s test has received rela-
tively less empirical scrutiny. Perhaps because Spearman’s rank-
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order correlation is widely viewed as a nonparametric technique
and Pearson’s r is not, researchers might perceive the two tests as
having utility for different types of data and, as a result, are
disinclined to compare the relative validity of the two procedures.
Another explanation for the relative lack of simulation work might
be due to the fact that Spearman’s and Pearson’s formulas, when
applied to ranked data in the absence of ties, give identical point
estimates (correlation values). Although this is true, research by
Borkowf (2002) has shown that bivariate distributions with similar
values of Pearson’s or Spearman’s correlation can, depending on
the particular bivariate distribution, yield markedly different val-
ues for the asymptotic variance of Spearman’s r. Moreover, some
authors have argued that commonly espoused reasons for using
Spearman’s r, such as when paired data are not interval-scaled or
when bivariate data are monotonic but nonlinear, are not really
warranted (see, e.g., Roberts & Kunst, 1990). These observations
and insights provide justification for additional simulation work on
the relative merits of Spearman’s versus Pearson’s test.

In one of the few relevant studies, Fowler (1987) found that
Spearman’s r was more powerful than Pearson’s r across a range
of nonnormal bivariate distributions. The power benefit of Spear-
man’s r may be the result of rank-ordering causing outliers to
contract toward the center of the distribution (Fowler, 1987; Gau-
thier, 2001). When examining one-tailed tests, Zimmerman and
Zumbo (1993) also found that Spearman’s r was more powerful
for mixed-normal and nonnormal distributions. Additionally, with
exponential distributions, Spearman’s r preserved Type I error
rates at or below the nominal alpha level, whereas Pearson’s r
produced inflated Type I error. Overall, there have been few
simulation studies comparing Pearson to Spearman-rank order
correlations with nonnormal data. However, the few available
suggest that the Spearman approach may improve power while
maintaining nominal Type I error rates.

Nonlinear Data Transformations

Another option for dealing with nonnormality is, prior to con-
ducting a test of the Pearson correlation, to conduct a nonlinear
data transformation. Such data transformations have a long history
in the statistics literature, and many textbook authors recommend
their use (e.g., Tabachnick & Fidell, 2007). Nonlinear transforma-
tions alter the shapes of variable distributions, which can bring
about greater marginal normality and linearity and reduce the
influence of outliers. Common transformations include the square
root, logarithmic, inverse, exponential, arcsine, and power trans-
forms (Box & Cox, 1964; Manly, 1976; Osborne, 2002; Tabach-
nick & Fidell, 2007; Yeo & Johnson, 2000). When comparing
means of nonnormal distributions, parametric analyses of trans-
formed data can be more powerful than nonparametric analyses of
untransformed data (Rasmussen & Dunlap, 1991). More pertinent
to the issue of correlation, several simulation studies have found
that nonlinear transformations can improve the power of Pearson’s
r (Dunlap et al., 1995; Kowalski & Tarter, 1969; Rasmussen,
1989).

Although nonlinear transformations can, in many cases, induce
normality and enhance statistical power, there are some distribu-
tion types (e.g., bimodal, long-tailed, zero-inflated) for which
optimal normalizing transformations are difficult to find. Further-
more, nonlinear transformations can introduce interpretational am-

biguity and alter the relative distances (intervals) between data
points (Osborne, 2002; Tabachnick & Fidell, 2007). For these
reasons a variable’s posttransformation distributional properties
always need to be carefully examined.

Interestingly, the Spearman rank-order correlation can also be
thought of as a type of transformation approach. In the Spearman
rank-order correlation, the first step of converting the data into
ranks necessarily transforms the variables to a uniform shape
(assuming no ties in the data). That is, histograms of transformed
variables would be flat, with a frequency of 1 for every rank. After
this transformation is complete, an ordinary Pearson product-
moment correlation is computed on these uniformly shaped vari-
ables. Thus, the Spearman rank-order correlation is also a corre-
lation of (usually nonlinear) transformed variables.

Rank-Based Inverse Normal Transformation

In order to study the issue of transformation with a single
general approach, we focus on rank-based inverse normal (RIN)
transformations, which can approximately normalize any distribu-
tion shape. RIN transformations involve converting the data into
ranks, similar to the Spearman approach, but then converting the
ranks into probabilities, and finally using the inverse cumulative
normal function to convert these probabilities into an approxi-
mately normal shape. To define this transformation, let xr be the
ascending rank of x, such that xr � 1 for the lowest value of x. The
RIN transformation function used here is

f� x� � ��1�xr � 1/2

n �, (1)

where �–1 is the inverse normal cumulative distribution function
and n is the sample size (Bliss, 1967). This equation is easy to
implement in spreadsheet programs such as Excel; some statistical
software, such as SPSS and SAS, even have built-in RIN trans-
formation commands (see Appendix).

Fisher and Yates (1938) provided perhaps the earliest example
of RIN transformation. In the literature, such transformations have
been labeled normal scores (Fisher & Yates, 1938), rankit scores
(Bliss, 1967), or by the authors’ names (Blom, 1958; Tukey, 1962;
van der Waerden, 1952). The multitude of labels is at least partly
due to the multitude of equation variations, variations that most
commonly involve subtracting small constants from the numerator
and denominator of the fraction in Equation 1 (for a review, see
T. M. Beasley, Erickson, & Allison, 2009). However, these vari-
ations produce transformations that are almost perfectly correlated
with one another (all rs � .99 for the sample sizes considered in
the present research), and so it is unlikely that such variations
would affect the results in the current research (Tukey, 1962; also
see T. M. Beasley et al., 2009). In our simulations we use the Bliss
(1967) rankit equation (Equation 1), and we refer to it broadly as
a RIN transformation because the results are likely to generalize to
all RIN transformations (i.e., because all RIN transformations are
nearly linear transformations of one another). Bliss’s (1967) rankit
equation was chosen because recent simulation research suggests
that of the rank-based normalizing equations, the rankit equation
best approximates the intended standard deviation of the trans-
formed distribution (Solomon & Sawilowsky, 2009).

Little is known about RIN transformation’s ability to maximize
power and control Type I error rate for tests of correlations. In
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other tests, such as tests of equality of means, several studies have
found RIN approaches to be inferior to other nonparametric ap-
proaches, such as Welch’s test (T. M. Beasley et al., 2009; Pen-
field, 1994; Tomarken & Serlin, 1986). However, it is important to
note that rank-based transformations may be more effective when
testing correlations than when testing differences among means.
With tests of correlations, X and Y variables are typically assigned
ranks separately from one another (e.g., there is a 1st rank for X
and a 1st rank for Y). In contrast, for tests of equality of means,
ranks are assigned on the combined data, which can cause non-
normal distribution shapes to linger even after the rank transfor-
mation (Zimmerman, 2011). This problem is avoided when rank-
ing is performed in the context of correlations, and so RIN
transformation might fare better with a test of association rather
than a test of equality of means. In fact, because RIN transforma-
tion guarantees an approximately normal distribution, it may be a
useful and widely applicable transformation approach for assess-
ing bivariate associations.

Permutation Test of Correlation

The permutation (or randomization) test originated with the
work of Fisher (1935) and Pitman (1937), and several contempo-
rary statistical methodologists (e.g., Good, 2005; Mielke & Berry,
2007) recommend using permutation-based procedures in a broad
array of situations, especially with small sample sizes and nonnor-
mally distributed variables. The permutation test involves ran-
domly re-pairing X and Y variables so as to create a distribution of
rs expected by the null hypothesis. Because the probability from a
permutation test is computed by comparing the obtained test
statistic against the “permutation,” rather than theoretical, distri-
bution of the test statistic, many argue that normal-theory test
assumptions (e.g., random sampling from a specified population,
normally distributed errors) do not have to be met in order to draw
valid inferences from a permutation test. It should be noted,
however, that in the absence of random sampling from a specified
population, the permutation test results cannot truly be generalized
from the sample to the specific population (see May & Hunter,
1993). Nevertheless, the flexibility of permutation tests and their
apparent “distribution-free” nature have led many researchers to
view the permutation test as a general solution to assumption
violations (Blair & Karniski, 1993; Cervone, 1985; Wampold &
Worsham, 1986). In fact, permutation tests have even been re-
ferred to as the “gold standard” of hypothesis testing (e.g., Con-
neely & Boehnke, 2007, p. 1158; Hesterberg, Monaghan, Moore,
Clipson, & Epstein, 2003, p. 61).

Comparing permutation tests of the Pearson r to simple t tests of
the Pearson r, permutation tests do not always solve all assumption
violation problems, and simulation results on this issue have been
mixed (Hayes, 1996; Keller-McNulty & Higgins, 1987; Rasmus-
sen, 1989). When normality assumptions are violated in particular,
permutation tests tend to do well at controlling Type I error rate
(Hayes, 1996). At the same time, though, permutation tests may
provide little power benefit over the simple Pearson approach in
the context of nonnormal data (Good, 2009). It appears that the
empirical literature is mixed regarding the relative merits of the
permutation test versus Pearson’s r. In some situations the permu-
tation test is more robust, whereas in others the two procedures
evidence similar levels of validity.

Bootstrap Tests of Correlation

The bootstrap test (Efron, 1979) is similar to the permutation
test. However, whereas the permutation test involves resampling
without replacement, the bootstrap test involves resampling with
replacement. Good (2005) provided an accessible overview of the
permutation test and bootstrap procedures. One possible advantage
of the bootstrap is that it allows a larger number of possible
resampling combinations (by sampling with replacement) than
would otherwise be possible.

One kind of bootstrap test for correlation coefficients is the
univariate bootstrap test (Lee & Rodgers, 1998). Like the permu-
tation test, the univariate bootstrap resamples X and Y variables
independently (not in pairs) so as to create a theoretical null
hypothesis sampling distribution. The only difference is that the
univariate bootstrap resamples with replacement, so particular
values of X and/or Y might be represented more or less often in the
bootstrap sampling distribution than they were in the original
sample. Simulation studies of the univariate bootstrap test of the
correlation suggest that it preserves the intended Type I error rate
even with nonnormal data. In terms of power, the univariate
bootstrap test often provides similar or only slightly lower power
than does the Pearson t test (Lee & Rodgers, 1998).

Whereas the univariate bootstrap test of the correlation resa-
mples X and Y independently, the bivariate bootstrap test resa-
mples X and Y in pairs (Lunneborg, 1985). The resulting sampling
distribution is used to create a confidence interval of the observed
correlation, and if this confidence interval does not include 0, the
null hypothesis of zero correlation is rejected. Unfortunately, nu-
merous simulation studies of the bivariate bootstrap test of a
correlation have shown that it inflates Type I error rates, both for
normal and nonnormal data, and even when various possible
“corrections” to the bootstrap formula are applied (W. H. Beasley
et al., 2007; Lee & Rodgers, 1998; Rasmussen, 1987; Strube,
1988). Overall, the literature suggests that the univariate bootstrap
test might provide a possible alternative to the Pearson t test, but
the bivariate bootstrap test would not because it is too liberal at
rejecting the null hypothesis.

Summary and Implications

Generally speaking, Pearson’s r is fairly robust to nonnormality.
Exceptions include markedly nonnormal distributions (e.g., the
highly kurtotic distributions) where Pearson’s r demonstrates poor
Type I error rate control, and increasing sample size does not
necessarily alleviate this problem. Spearman’s rank-order correla-
tion has also shown better Type I error rate control, compared with
Pearson’s r, in some cases. Furthermore, Spearman’s r is often
more powerful than Pearson’s r in the context of nonnormality.
When data are nonnormal, nonlinear transformations often im-
prove the power of correlation tests, but little is known about the
effectiveness of RIN transformation in particular. Among resam-
pling methods, the permutation test and univariate bootstrap tests
are robust to many types of nonnormality but may provide little if
any power advantage.

Simulation 1

Previous literature on correlation with nonnormal data has sep-
arately compared the Pearson product-moment correlation to al-
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ternative approaches in isolation. However, these latter, nonpara-
metric approaches have not been simultaneously compared with
one another, and so it is unclear as to which alternatives to the
Pearson’s r are optimal and under what circumstances. Even when
common statistical textbooks discuss nonparametric correlation
approaches, it is hard to find clear guidance on which one to use
in practice. Additionally, to our knowledge, no previous research
has examined the Type I error and power implications of RIN
transformation, particularly when applied to the Pearson correla-
tion. RIN transformation may be a particularly useful transforma-
tion because it can approximate a normal distribution shape re-
gardless of the initial distribution’s shape.

To address these issues, Monte Carlo simulation was used to
compare the performance of various correlational methods. In the
first simulation, we compared 12 recommended approaches to
testing the significance of a correlation coefficient when data are
nonnormally distributed: t test of the Pearson product-moment
correlation, z test of the Fisher (1928) r-to-z-transformed Pearson
correlation, t test of the Spearman rank-order correlation, “exact”
test of the Spearman rank-order correlation, four different nonlin-
ear transformations of the marginal X and Y distributions prior to
performing a t test on the correlation (i.e., the Box–Cox, Yeo–
Johnson, arcsine, and RIN transformations), and four different
resampling-based procedures (the permutation test, univariate
bootstrap test, bivariate bootstrap test, and the bivariate bootstrap
test with bias correction and acceleration). The second simulation
further examined the relative power of select procedures from

Simulation 1 in the context of extremely large effect sizes. Simu-
lation 2 is presented following the Results and Discussion section
of Simulation 1.

For the purpose of generality, we examined six different mar-
ginal distribution shapes (i.e., the shape that would appear when
examining a simple histogram of one variable). The distributions
were selected to represent the range of distributional shapes that
often occur in psychological data: normal, Weibull, chi-squared,
uniform, bimodal, and long-tailed. These distributions are depicted
in Figure 1. Although these distributions are representative of the
kinds of distributions that occur in psychological research, the list
is by no means exhaustive. Our goal was not to examine all
distributions (an unrealistic goal) but rather to sample the range of
distributions that often occur in psychological research.

The primary goal of Simulation 1 was to determine which
methods preserved the intended Type I error rate while maximiz-
ing power and under what conditions they did so. To examine
these issues, analysis focused on the most common nominal alpha
used in psychological research, � � .05. To anticipate, among the
more robust measures, some methods produced greater power than
did others, and sometimes in ways that were surprising, given
common textbook recommendations.

Method

We examined the probability that a two-tailed test would be
significant with a null hypothesis of � � 0 and an alpha set at .05.

Figure 1. Distribution shapes used in simulations.
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Additionally, we recorded the probability that the rejection was in
the correct (i.e., positive) tail region. The 12 methods of testing the
significance of a correlation were compared across 11 combina-
tions of distribution shapes, six sample sizes, and three effect sizes
(� � 0, .1, and .5). For each combination of distribution shape,
sample size, and effect size, 10,000 simulations were conducted.
Ten thousand simulations makes the 95% confidence interval of
the proportion 	.010, at most. Within each simulation, the resa-
mpling approaches (e.g., permutation test) used 9,999 resamples
each. This number was chosen such that the quantity of the number
of resamples plus 1, when multiplied by alpha, would result in an
integer (in this case, 500). This is a desirable property of the
number of resamples because it creates clear-cut bins for the
rejection region (W. H. Beasley & Rodgers, 2009). Simulations
were conducted using the open-source software package R (R
Development Core Team, 2010). The code is freely available on
request, and parts of the code were based on previously published
code (Good, 2009; Ruscio & Kaczetow, 2008).

Twelve tests of the significance of a correlation.
1. Pearson—t test. The traditional t test of the Pearson

product-moment correlation was conducted.
2. Pearson—z test of Fisher r-to-z transformation. For this

test of the Pearson correlation coefficient, the coefficient was
transformed into a z
 value where

z
 �
1

2
ln

1 � r
1 � r

. (2)

The null hypothesis was rejected if

�z
�n � 3� � zcritical � 1.96. (3)

3. Spearman rank order correlation—t test. This test en-
tailed rank-ordering the data and then conducting a t test of the
correlation of the ranks.

4. Spearman rank-order correlation—“exact” test. Instead
of using a t test on the rank-order correlation, the rank-order
correlation was compared with a more precise distribution of
correlations that could result from all possible permutations of
ranks. If the sample correlation fell within the upper or lower 2.5%
of this distribution, the null hypothesis was rejected. We use
quotation marks around the word exact because the exact permu-
tation distribution was computed for only n � 5. For all other ns,
the permutation distribution was estimated by an Edgeworth series
approximation (Best & Roberts, 1975).

5. Transformation—Box–Cox. The Box–Cox transformation
(Box & Cox, 1964) is actually a family of power transformations
that are particularly well suited for skewed data. The Box–Cox
family includes the commonly used log transformation. In addi-
tion, the Box–Cox family can produce transforms that are, for the
purposes of correlation, equivalent to the inverse transformation
(1/x) and the square-root transformation (i.e., certain Box–Cox
transformations are linear transformations of the inverse and
square-root transformations; see Osborne, 2010).

The Box–Cox transformation equation is

g� x, �� � � x� � 1

�
, if � � 0

ln�x�, if � � 0
. (4)

The particular form of the Box–Cox transformation depends on the
value of a parameter, �. A � of 1 results in a linear transformation,
a � greater than 1 results in a convex (accelerating) function, and
a � less than 1 results in a concave (decelerating) function. For
each simulation, the particular value of � was chosen such that it
maximized the normality of the resulting transformed variable (as
described later).

The Box–Cox transform can produce undefined values for x �
0. Because of this issue, a constant was added to all data prior to
applying Equation 4. This constant was equal to the minimum
value of X plus 1.00001. The addition of approximately 1 is based
on Osborne’s (2002) recommendation.

As with all other transformation methods, X and Y were trans-
formed prior to computing the Pearson correlation of the trans-
formed variables and conducting a t test of that correlation.

6. Transformation—Yeo–Johnson. One limitation of the
Box–Cox transformation is that it requires positive values of data.
To solve this problem, a constant is typically added to all data prior
to transformation. Unfortunately, this solution is suboptimal if the
distinction between positive and negative data points was origi-
nally meaningful. In order to separately address positive and
negative data points in the transformation, Yeo and Johnson (2000)
developed an extension of the Box–Cox family. The equation for
the Yeo–Johnson value varies as a function of not only � but also
x’s sign:

h� x, �� � �
� x � 1�� � 1�/�, if �x � 0, � � 0�
ln�x � 1�, if �x � 0, � � 0�
� ��x � 1�2�� � 1�/�2 � ��, if �x � 0, � � 2�
� ln��x � 1�, if �x � 0, � � 2�

(5)

The Box–Cox and Yeo–Johnson approaches are particularly well
suited for data that are skewed, but less so for symmetrical data.
Again, for each simulation, � was chosen such that it maximized
the normality of the resulting transformed variable.

7. Transformation—Arcsine. The arcsine transformation can
be effective for transforming uniform data into normal data. The
arcsine transform is commonly used for proportions (Cohen &
Cohen, 1983), though it can be effective for other data if those data
are first converted into a 0-to-1 scale. The arcsine transform
effectively stretches the tails of the data. The arcsine transforma-
tion is also useful to consider because it produces results similar to
those of the logit transformation.

For the arcsine transformation, the variable was rescaled as a
proportion, ranging between 0 and 1. To do so, let a and b be the
minimum and maximum values of X, respectively. Also let k be an
arbitrarily small constant, in this case, k � .01. The following
arcsine transform was used:

j� x� � sin�1��x � a � k/2�/�b � a � k� (6)

8. Transformation—RIN. Data were transformed via Equa-
tion 1 prior to conducting a t test of the Pearson correlation of the
transformed data.

9. Resampling—Permutation test. For the permutation test, a
permutation distribution was generated by randomly reassigning
values of the X variable (this effectively re-paired both X and Y)
and saving the resulting Pearson correlation for each such permu-
tation. This procedure was repeated in order to form a permutation
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sampling distribution of correlations expected under the null hy-
pothesis. If the sample Pearson r was outside of the 2.5th to 97.5th
percentile of this permutation sampling distribution, the null hy-
pothesis was rejected.

10. Resampling—Univariate bootstrap test. The univariate
bootstrap test was identical to the permutation test except that X
and Y were both sampled with replacement in order to form the
resampling distribution. Sampling of X and Y was independent
(they were unpaired). In situations when the bootstrap sample of X
or bootstrap sample of Y consisted entirely of the same number,
the bootstrap correlation was undefined, and so the bootstrap
sample was discarded and replaced by another bootstrap sample
(see Strube, 1988). For example, if the original sample was X �
{1.2, 0.5, –1.7, 3.2, –0.8} and an initial bootstrap sample consisted
of X � {1.2, 1.2, 1.2, 1.2, 1.2}, then that bootstrap sample would
be replaced.

11. Resampling—Bivariate bootstrap test. In the bivariate
bootstrap test, yoked pairs of data (X and Y) were sampled with
replacement, and the Pearson correlation was saved for each such
bootstrap sample. Undefined bootstrap sample correlations were
handled in the same way as explained in the previous paragraph.
This procedure was repeated in order to generate a bootstrap
sampling distribution of correlations for the observed correlation.
If the 2.5th to 97.5th percentile of this bootstrap sampling distri-
bution did not include 0, the null hypothesis was rejected. Thus,
this constituted a bivariate “percentile” bootstrap test.

12. Resampling—Bivariate bootstrap with bias correction and
acceleration (BCa) test. This test was identical to the bivariate
bootstrap test mentioned in the previous paragraph, except that the
95% confidence interval was constructed through the BCa ap-
proach (Efron & Tibshirani, 1993, pp. 184–188). This approach
shifts and widens the bounds of the 95% confidence interval so as
to make the interval more accurate, with the errors in intended
coverage approaching 0 more quickly as n increases, at least
compared with the bivariate percentile bootstrap (Method 11). A
description of the Efron and Tibshirani BCa approach can be found
online (W. H. Beasley et al., 2007, supplementary materials).

Selecting � parameter for transformations. For the Box–
Cox and Yeo–Johnson transformations, values of � were sought
that maximized the normality of the resulting transformed variable.
Specifically, � was optimized such that it maximized the correla-
tion of the coordinates of the normal qq-plot of the variable. The
normal qq-plot is a plot of the quantiles of the observed data
against the quantiles expected by a normal distribution. Because
the normal qq-plot tends to be more linear as the observed data are
more normal, higher correlations indicate more normal shapes
(Filliben, 1975). This one-dimensional optimization was per-
formed with R’s “optimize” function (R Development Core Team,
2010). This optimization function seeks to converge on the best �
by iteratively using test values of �, with the test values of �
chosen by a combination of a rapid algorithm that assumes a
polynomial function (successive parabolic interpolation) and a
slower but more robust algorithm (golden section search). The
search had the constraint –5 � � � 5. This range was chosen
because, in pilot simulations, larger ranges for � provided no
reliable benefit to the resulting normal qq-plot correlations. Opti-
mization was done separately for each simulation, applying each of
the two methods to both X and Y. Optimization was blind to the
underlying population distribution shape. Note that the optimiza-

tion was done independently for X and Y, and so the optimization
could not capitalize on chance to inflate the resulting association
between the two variables.

Distribution shapes. In terms of the distribution shapes, a
Weibull distribution was used to simulate slightly skewed data, a
common shape in many psychological data sets. The Weibull
distribution is also relevant because it resembles the distribution of
reaction times in a variety of tasks, including, for example, not
only simple tasks like reading but also more complicated tasks
involving the learning of mathematical functions (Berry, 1981;
Logan, 1992). For the present simulations, the Weibull distribution
had shape � 1.5 and scale � 1. These parameters are in the range
of parameters common to human task performance times, and
these parameters produce a slight but noticeable skew (see Figure
1). The chi-squared distribution was chosen to provide an even
more skewed shape. In particular, the chi-squared with 1 degree of
freedom was used. This distribution represents roughly the most
extreme skewness and kurtosis typically found in psychological
data (W. H. Beasley et al., 2007; Micceri, 1989). The uniform
distribution ranged from 0 to 1 (the range was arbitrary because all
distributions were standardized in a later step). The bimodal dis-
tribution was a mixture of two normal distributions with different
population means but the same standard deviation. The means
were separated by 5 standard deviations so as to make the bimo-
dality noticeable via visual inspection of a histogram. In contrast,
the long-tailed distribution was a mixture of two normal distribu-
tions with the same mean but different standard deviations. In
order to create extremely long tails and high kurtosis, this distri-
bution was created by sampling with a .9 chance from a normal
with a small standard deviation and by sampling with a .1 proba-
bility from a normal with a standard deviation 10 times as large.
All population distribution equations were rescaled so that the
population mean was 0 and population standard deviation was 1.
Other descriptive statistics, including skewness and excess kurto-
sis, are summarized in Table 1. We examined situations where X
and Y were both the same distribution shape and also where X was
normal but Y was not. This created a total of 11 combinations of
distribution shapes.

Sample and effect sizes. The six sample sizes were n � 5,
10, 20, 40, 80, and 160. A � of 0 was used for the null hypothesis
of zero correlation, .1 was used for a small effect size, and .5 for
a large effect size (Cohen, 1977). Thus, a large range of both
sample and effect sizes could be compared. Though the simula-
tions did not include a medium effect size (� � .3), to anticipate,

Table 1
Descriptive Statistics for the Distribution Shapes

Shape Skewness
Excess
kurtosis Q Q1 Q2

Normal 0.0 0.0 2.6 1.8 1.0
Weibull 1.1 1.4 2.6 1.7 2.4
�2(1) 2.8 12.0 3.3 1.9 10.8
Uniform 0.0 –1.2 1.9 1.6 1.0
Bimodal 0.0 –1.5 1.7 1.4 1.0
Long-tailed 0.0 22.3 5.4 2.1 1.0

Note. All shapes had a population mean of 0.0 and standard deviation of
1.0.
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the relative performance of various significance tests was not
qualitatively altered by the effect size.

Generating correlated nonnormal data. In order to simu-
late the specified correlated nonnormal data, we used an iterative
algorithm developed by Ruscio and Kaczetow (2008). In this
procedure, X0 and Y0 are generated with the desired nonnormal
distribution shapes (e.g., bimodal), but they are generated inde-
pendently of one another. X1 and Y1 are generated such that they
are bivariate normal with a nonzero intermediate correlation coef-
ficient. The first intermediate correlation value tried is the target
correlation value. X0 and Y0 are used to replace X1 and Y1, and
they are replaced in such a way that the rank orders of correspond-
ing variables are preserved. However, because the variables are no
longer both normal, their observed correlation may be deflated or
inflated relative to the target correlation. A new intermediate
correlation is chosen—adjusted to be either higher or lower than
the original intermediate correlation—based on the difference
between the target and observed correlations. The process then
repeats iteratively: The new intermediate correlation is used to
generate bivariate normal X2 and Y2, then nonnormal X0 and Y0

replace X2 and Y2, and a new intermediate correlation is gener-
ated. Across iterations, the observed correlation tends to approach
the target correlation. The algorithm stops when it fails to reduce
the root-mean-square residual correlation on five consecutive iter-
ations.

The primary advantage of the Ruscio and Kaczetow algorithm is
that it can be used for nearly any desired distribution shape. In
contrast, other algorithms are limited in the combinations of skew-
ness, kurtosis, or other moments that they can produce, and they
can be especially limited for generating bimodal data (Headrick,
2002; Headrick & Sawilowsky, 1999, 2000).

One disadvantage of the Ruscio and Kaczetow algorithm,
though, is that it produces almost no sampling error in the corre-
lation of the resulting data; if the target correlation is .5, it will
produce an r of almost exactly .5 for every sample, even with a
small sample size. To get around this problem, for each scenario,
a large population (N � 1,000,000) of correlated data was gener-
ated via the Ruscio and Kaczetow algorithm. Then, for each
simulation within that scenario, small samples were drawn at
random from the population (see Ruscio & Kaczetow, 2008, pp.
362–363). This strategy was used in order to produce sampling
error.

Importantly, the Ruscio and Kaczetow algorithm produced the
intended population correlation coefficient accurately to at least 2
decimal places, and it did so in every single scenario. We also
verified the accuracy of the algorithm by comparing, in every
scenario, the target marginal distribution descriptive statistics to
those generated by the procedure, and they closely matched in each
case. Thus, the algorithm produced both the intended correlation
and the intended marginal distribution shapes.

Results and Discussion

Type I error. Table 2 shows the Type I error rate, that is, the
probability of incorrectly rejecting the null hypothesis when there
was no association between X and Y in the population (� � 0). The
bold values in the table show situations where Type I error ex-
ceeded .060. This cutoff was chosen because, with 10,000 simu-

lations, the 95% confidence interval of the proportion is 	.010 at
its maximum.

The two Pearson approaches sometimes had slightly inflated
Type I error, especially when both X and Y were prone to extreme
outliers (both chi-squared or both long-tailed), a pattern consistent
with previous research (e.g., Hayes, 1996). There was negligible
difference between the t test of the Pearson r and the z test of the
Fisher r-to-z transformation (see Hittner, May, & Silver, 2003).
Likewise, the two Spearman rank-order correlations produced
nearly identical results, or at least when n � 20. With small ns,
though, the t test of the Spearman rank-order correlation consis-
tently inflated Type I error, whereas the “exact” test tended to
produce conservative Type I error rates. Among transformation
approaches, only RIN transformation preserved the Type I error at
or below acceptable levels in all scenarios. Other transformations
tended to inflate Type I error when nonnormality was extreme
(both X and Y long-tailed) or when n was small. Among resam-
pling approaches, only the permutation test and the univariate
bootstrap consistently preserved a low Type I error rate. The two
bivariate bootstrap methods inflated Type I error rates in numerous
scenarios and even did so when both X and Y were normal, a
pattern consistent with previous research (W. H. Beasley et al.,
2007; Lee & Rodgers, 1998; Strube, 1988).

Overall, only four methods consistently preserved the Type I
error rate at or below the intended alpha in all scenarios: Spearman
“exact” test, RIN transformation, permutation test, and univariate
bootstrap test. We refer to these four methods as alpha-robust
methods. Other approaches tended to inflate Type I error above the
nominal alpha, particularly when n was small or when X and Y
were especially prone to outliers on one or both tails (i.e., chi-
squared or long-tailed).

Statistical power. As summarized in Figure 2, when at least
one variable was nonnormal, there were power differences among
the alpha-robust measures and the Pearson t test of the correlation.
In particular, for moderate to large sample sizes (n � 20), RIN
transformation tended to produce higher or at least similar power
compared with other approaches. As described in more detail next,
power was also a function of the type of the particular shapes of X
and Y.

Small effect size. Table 3 shows the power with a small effect
size, that is, the probability of correctly rejecting the null hypoth-
esis when � � .1. Note that, even though the Pearson correlation
was .1, the underlying strength of the monotonic association be-
tween X and Y may vary based on the distribution shapes. Of
course, all distribution combinations in the table had some nonzero
population effect, and so higher values in the table indicate greater
power, a desirable property. Because of the number of simulations,
the largest 95% confidence interval of the mean in Table 3 was
	.010.

When both X and Y were normal (see Table 3, uppermost
panel), most methods showed similar levels of power in most
scenarios. Of course, the bivariate bootstrap methods showed
higher power than did other approaches, but the bivariate bootstrap
methods also inflated Type I errors.

Importantly, with nonnormal distributions, systematic differ-
ences in power emerged. It is useful to focus on the alpha-robust
methods (Spearman “exact” test, RIN, permutation test, and uni-
variate bootstrap test) as alternatives to the traditional Pearson t
test, highlighting the highest powered alpha-robust method in each
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Table 2
Type I Error Probability With Alpha Set to .05 in Simulation 1

Shape n

Pearson Spearman Transformation Resampling

t z t “Exact” Box–Cox Yeo–J. Arcsine RIN Perm Boot-Uni Boot-Bi Boot-Bi-BCa

X�Normal, 5 .049 .047 .085 .016 .058 .058 .055 .050 .047 .010 .094 .043
Y�Normal 10 .051 .053 .057 .049 .051 .051 .050 .049 .050 .030 .093 .057

20 .047 .047 .048 .048 .045 .045 .046 .047 .047 .037 .078 .069
40 .050 .051 .049 .049 .051 .051 .049 .052 .051 .045 .069 .064
80 .051 .052 .054 .053 .052 .052 .051 .053 .051 .049 .064 .060

160 .053 .053 .053 .053 .053 .053 .051 .053 .053 .052 .058 .057
X�Normal, 5 .047 .045 .080 .015 .056 .057 .049 .047 .046 .010 .090 .040

Y�Weibull 10 .052 .053 .058 .052 .051 .051 .051 .054 .051 .030 .092 .057
20 .048 .049 .047 .046 .047 .046 .050 .048 .048 .037 .077 .062
40 .047 .048 .051 .050 .048 .049 .046 .048 .048 .042 .066 .060
80 .050 .050 .053 .053 .049 .049 .052 .051 .050 .048 .063 .060

160 .050 .050 .052 .052 .051 .051 .052 .052 .050 .049 .055 .055
X�Normal, 5 .050 .047 .079 .015 .055 .055 .049 .046 .047 .007 .086 .043

Y��2(1) 10 .052 .053 .058 .052 .053 .053 .059 .052 .049 .026 .088 .046
20 .052 .053 .054 .053 .052 .052 .056 .053 .051 .037 .078 .064
40 .048 .048 .051 .050 .051 .050 .050 .052 .049 .040 .070 .073
80 .050 .050 .052 .051 .053 .053 .050 .049 .050 .044 .066 .075

160 .050 .050 .052 .052 .052 .052 .051 .049 .049 .047 .063 .070
X�Normal, 5 .048 .046 .084 .017 .060 .060 .053 .051 .053 .010 .092 .040

Y�Uniform 10 .054 .055 .055 .050 .055 .054 .051 .051 .052 .030 .092 .058
20 .051 .051 .050 .049 .052 .053 .050 .048 .050 .041 .079 .065
40 .052 .052 .052 .051 .052 .052 .051 .050 .052 .048 .064 .056
80 .049 .050 .049 .049 .050 .050 .051 .049 .049 .047 .057 .050

160 .052 .052 .051 .051 .051 .051 .050 .049 .051 .050 .054 .052
X�Normal, 5 .053 .051 .087 .020 .060 .060 .051 .052 .053 .014 .096 .043

Y�Bimodal 10 .049 .050 .056 .051 .051 .051 .048 .052 .048 .030 .095 .057
20 .050 .050 .049 .048 .049 .049 .048 .049 .049 .040 .075 .056
40 .054 .054 .053 .053 .056 .055 .055 .053 .054 .049 .068 .056
80 .052 .052 .050 .050 .052 .052 .050 .050 .052 .049 .058 .050

160 .049 .049 .049 .049 .047 .048 .047 .047 .049 .047 .052 .048
X�Normal, 5 .046 .044 .076 .014 .053 .054 .051 .046 .046 .007 .082 .043

Y�Long-tailed 10 .053 .054 .059 .053 .054 .054 .062 .055 .054 .028 .088 .053
20 .053 .053 .053 .053 .050 .051 .062 .053 .053 .036 .085 .067
40 .048 .048 .050 .049 .051 .050 .054 .050 .047 .036 .082 .087
80 .049 .049 .050 .050 .051 .051 .054 .050 .049 .041 .079 .099

160 .052 .053 .048 .048 .052 .051 .054 .050 .052 .048 .078 .100
X�Weibull, 5 .054 .052 .087 .015 .063 .061 .054 .052 .048 .011 .090 .039

Y�Weibull 10 .051 .052 .055 .048 .052 .051 .055 .049 .049 .028 .090 .054
20 .050 .051 .053 .053 .052 .052 .054 .051 .050 .039 .082 .066
40 .052 .052 .051 .050 .053 .052 .050 .050 .051 .044 .071 .066
80 .050 .050 .049 .049 .052 .051 .050 .052 .051 .048 .063 .061

160 .049 .050 .050 .050 .050 .051 .049 .051 .050 .047 .057 .056
X��2(1), 5 .066 .064 .077 .014 .055 .057 .064 .047 .049 .008 .085 .037

Y��2(1) 10 .058 .059 .053 .048 .053 .052 .060 .047 .047 .027 .086 .037
20 .055 .056 .052 .051 .053 .053 .056 .054 .054 .035 .099 .070
40 .048 .048 .054 .053 .053 .053 .051 .053 .049 .036 .096 .080
80 .046 .046 .047 .047 .048 .049 .048 .047 .050 .039 .087 .081

160 .050 .050 .050 .050 .051 .051 .051 .053 .052 .047 .078 .073
X�Uniform, 5 .051 .048 .082 .016 .061 .061 .052 .049 .049 .014 .094 .036

Y�Uniform 10 .048 .050 .054 .048 .049 .049 .046 .046 .046 .029 .091 .055
20 .049 .049 .049 .049 .048 .050 .048 .050 .048 .040 .074 .054
40 .054 .054 .055 .055 .054 .055 .054 .054 .054 .049 .067 .053
80 .050 .050 .049 .048 .050 .050 .051 .050 .050 .048 .055 .048

160 .052 .052 .050 .050 .050 .050 .051 .051 .051 .051 .054 .051
X�Bimodal, 5 .061 .060 .083 .016 .059 .061 .048 .049 .051 .025 .090 .037

Y�Bimodal 10 .051 .053 .055 .049 .054 .054 .050 .052 .049 .035 .095 .054
20 .054 .054 .051 .051 .053 .053 .053 .053 .052 .046 .072 .046
40 .047 .047 .047 .046 .046 .045 .045 .045 .046 .043 .055 .040
80 .053 .053 .053 .053 .052 .052 .052 .053 .052 .051 .057 .049

160 .051 .051 .049 .049 .052 .052 .052 .050 .051 .049 .054 .048
(table continues)
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row of Table 3. While the details differ somewhat by scenario,
there was a general pattern: The permutation test tended to provide
the highest power when n was small, and the RIN transformation
tended to provide the highest power when n was moderate to large.

These alpha-robust methods can also be compared with the
Pearson t test, particularly in scenarios where the Pearson t test
preserved an acceptable Type I error rate. It can be seen that the
alpha-robust methods of RIN and permutation often provided a
similar level of power as did the Pearson t test, except where n was
large, in which case the RIN method tended to produce higher
power. In the most extreme example of this, when both X and Y
were long-tailed and n � 160, RIN provided a power of .535, more
than double the power of the Pearson t test (.227). One possible
reason for the RIN benefit increasing with larger sample sizes is
that RIN-transformed data more closely approximate normality as
n increases (Solomon & Sawilowsky, 2009). Additionally, because
the shape of a small sample distribution often poorly resembles the
shape of the population distribution, small sample sizes may cause
transformations to be relatively arbitrary. Interestingly, the RIN
approach also tended to outperform the Spearman “exact” test, but
by a smaller margin. For instance, in the scenario just mentioned,
the Spearman “exact” test had a power of .500.

A few other relevant patterns emerged in the data. First, Spear-
man’s “exact” test was often underpowered when n was 5. Con-
sidering this finding along with the deflated Type I error rates that
occurred in the same situation when � � 0, Spearman’s “exact”
test appears to be biased toward failing to reject the null when n is
small. Also of note, the permutation test consistently outperformed
the univariate bootstrap test. These two methods are mathemati-
cally similar except that the permutation test samples without
replacement, whereas the univariate bootstrap test samples with
replacement.

Large effect size. As shown in Table 4, the large effect size
(� � .5) produced largely the same patterns as the small effect size
did. Again, with most nonnormal distributions, RIN produced
increasingly superior power as the sample size increased. With
large ns, RIN usually produced higher power than did the other
alpha-robust measures and the Pearson t test. Importantly, with the
large effect size results, RIN’s superior performance occurred even
with practically meaningful power levels (i.e., power � .80).

As some of the lower panels of Table 4 show, there were a few
scenarios with a large effect size where the arcsine transformation
produced significantly higher power than did other approaches
while simultaneously preserving appropriately low Type I error

rates. This happened when X and Y were both uniform and 10 �
n � 40 and also when X and Y were both bimodal and 10 � n �
20. With uniform or bimodal variables, the arcsine transforms
these variables into a quasinormal shape, except with slightly
lower excess kurtosis than the value of 0 expected in a normal
distribution (excess kurtosis � –.82 and –.13 with uniform and
bimodal distributions, respectively). That is, the arcsine transfor-
mation acted similarly to the RIN transformation in these scenar-
ios, except that the arcsine produced fewer outliers in either tail,
even fewer than are expected in normally distributed data. It is
possible that such a reduction in outliers, combined with the
production of a quasinormal shape, explains the arcsine’s power
benefits in those few scenarios.

With small sample sizes, the permutation test was often more
powerful than the other alpha-robust approaches. The permutation
test usually provided similar or higher power than the Pearson
correlation did with small ns, so long as the distributions were
especially nonnormal. The permutation test’s success in such sce-
narios may be due to that fact that the test does not require a
specified distribution shape, normal or otherwise. One limitation
of these results is that, because the sample sizes were small when
the permutation test performed well, the situations where it per-
formed well tended to have low absolute levels of power. This
limitation was addressed in Simulation 2.

Did the RIN transformation or permutation methods reject the
null hypothesis at the correct tail? Nonnormal data may have a
deflated Pearson correlation coefficient, one that underestimates
the underlying monotonic association between the variables
(Calkins, 1974; Dunlap et al., 1995; Lancaster, 1957). Because of
this, nonlinear transforms toward normality, such as RIN, may
produce a larger correlation coefficient than that of the untrans-
formed data. This notion is consistent with Tables 3 and 4, which
show that power can be much larger for the nonnormal data that
was transformed toward normality than for the normal data that
was not.

More generally, the correlation coefficient derived from alter-
native methods is not expected to be equal to the Pearson corre-
lation coefficient of the untransformed data. Thus, it is unclear as
to what exact numerical baseline the alternative correlation coef-
ficients should be compared with in order to gauge their bias. At
the least, these alternatives should preserve the sign of the corre-
lation and avoid rejecting the null hypothesis based on the wrong
tail of the distribution. Overall, for nonzero effect sizes, the prob-
ability of rejecting the null hypothesis at the wrong (left) tail was

Table 2 (continued)

Shape n

Pearson Spearman Transformation Resampling

t z t “Exact” Box–Cox Yeo–J. Arcsine RIN Perm Boot-Uni Boot-Bi Boot-Bi-BCa

X�Long-tailed, 5 .059 .057 .085 .017 .056 .059 .059 .050 .049 .008 .084 .052
Y�Long-tailed 10 .068 .069 .060 .054 .052 .052 .074 .055 .052 .025 .078 .055

20 .066 .066 .058 .057 .058 .056 .072 .058 .050 .040 .076 .059
40 .062 .062 .052 .052 .060 .061 .066 .050 .048 .045 .071 .051
80 .067 .067 .053 .052 .070 .071 .068 .054 .054 .052 .076 .074

160 .067 .067 .049 .049 .065 .065 .067 .051 .052 .051 .071 .100

Note. Bold values indicate Type I error rates � .060. Yeo–J. � Yeo–Johnson; RIN � rank-based inverse normal; Perm � permutation test; Boot-Uni �
univariate bootstrap percentile test; Boot-Bi � bivariate bootstrap percentile test; Boot-Bi-BCa � bivariate bootstrap test with bias correction and
acceleration.
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very low, and it was similar for the traditional Pearson t test, the
RIN transformation, and the permutation test (.004 for each). Thus,
the power differences among methods cannot be accounted for
simply by some methods rejecting the wrong tail of the distribu-
tion.

Simulation 2

Simulation 1 revealed advantages of the permutation test with
small sample sizes (and nonnormal data). However, for these
sample sizes, the power was much lower in these scenarios than
the power levels that researchers typically seek (e.g., power �
.80). To determine whether the permutation test provided high
power even at more desirable absolute levels of power, a small
follow-up simulation was conducted. Simulation 2 used an ex-

tremely large effect size (� � .8) and small sample sizes. Simu-
lation 2 focused on the alpha-robust methods, that is, the four
methods that did not inflate the Type I error rate. In addition,
Simulation 2 also examined the Pearson t test as a basis for
comparison. The primary goal was to examine which of the alpha-
robust procedures could attain practically meaningful levels of
power with very small sample sizes, and the conditions under
which they could do so.

Method

Simulation 2 was nearly identical to Simulation 1. However, �
was set to .8. Additionally, only ns of 5 and 10 were examined,
because larger sample sizes produced ceiling effects because of the
extremely large effect size. Finally, five methods were considered:

Figure 2. In Simulation 1, when at least one variable had a nonnormal shape, the probability of correctly
rejecting the null hypothesis. Alpha-robust measures and the Pearson t test are compared. Panels A and B show
small and large effect sizes, respectively. The largest 95% confidence interval of the mean is 	.003. RIN �
rank-based inverse normal; Boot-Uni. � univariate bootstrap percentile test.
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Table 3
Power With a Small Effect Size in Simulation 1

Shape n

Pearson Spearman Transformation Resampling

t z t “Exact” Box–Cox Yeo–J. Arcsine RIN Perm Boot-Uni Boot-Bi Boot-Bi-BCa

X�Normal, 5 .052 .050 .084 .016 .058 .060 .058 .051 .052 .010 .091 .040
Y�Normal 10 .054 .056 .060 .055 .054 .054 .057 .055 .054 .032 .099 .065

20 .067 .068 .066 .065 .066 .066 .071 .067 .067 .053 .102 .091
40 .089 .089 .087 .087 .089 .089 .088 .086 .088 .080 .111 .105
80 .141 .141 .133 .133 .141 .141 .138 .140 .141 .137 .156 .152

160 .243 .243 .217 .217 .242 .242 .235 .236 .242 .239 .251 .247
X�Normal, 5 .054 .052 .087 .018 .062 .063 .057 .052 .055 .010 .093 .044

Y�Weibull 10 .058 .059 .063 .058 .059 .059 .061 .059 .058 .035 .102 .062
20 .076 .077 .071 .070 .075 .074 .078 .074 .074 .062 .102 .087
40 .097 .097 .095 .094 .099 .098 .097 .099 .096 .089 .122 .114
80 .147 .148 .141 .141 .151 .153 .145 .149 .147 .142 .166 .162

160 .244 .244 .242 .242 .257 .258 .244 .258 .243 .240 .260 .255
X�Normal, 5 .050 .047 .087 .016 .062 .061 .052 .051 .055 .008 .094 .051

Y��2(1) 10 .060 .062 .067 .060 .064 .065 .072 .059 .061 .033 .102 .060
20 .070 .071 .075 .074 .073 .073 .078 .075 .071 .052 .107 .085
40 .096 .096 .108 .107 .108 .108 .103 .109 .095 .083 .133 .132
80 .153 .153 .181 .181 .183 .181 .167 .190 .152 .143 .189 .190

160 .247 .247 .312 .312 .314 .311 .286 .328 .246 .239 .283 .285
X�Normal, 5 .054 .051 .086 .019 .063 .063 .057 .053 .055 .012 .094 .045

Y�Uniform 10 .060 .061 .065 .061 .063 .064 .057 .059 .059 .037 .102 .066
20 .067 .069 .068 .068 .068 .068 .071 .068 .068 .057 .099 .080
40 .095 .095 .095 .094 .096 .096 .098 .097 .095 .087 .114 .100
80 .144 .144 .136 .136 .142 .142 .145 .143 .143 .140 .154 .144

160 .242 .243 .234 .234 .241 .240 .242 .246 .241 .237 .250 .238
X�Normal, 5 .051 .049 .091 .020 .062 .062 .051 .057 .056 .013 .098 .045

Y�Bimodal 10 .053 .055 .060 .053 .055 .056 .054 .055 .053 .036 .103 .063
20 .069 .070 .068 .067 .071 .070 .070 .069 .069 .061 .097 .075
40 .092 .092 .089 .088 .091 .091 .092 .094 .093 .087 .109 .090
80 .137 .137 .140 .140 .138 .139 .140 .145 .138 .135 .147 .134

160 .246 .246 .246 .246 .245 .242 .249 .259 .245 .243 .253 .244
X�Normal, 5 .054 .050 .089 .018 .059 .062 .057 .052 .057 .009 .091 .051

Y�Long-tailed 10 .063 .064 .067 .062 .060 .062 .069 .060 .065 .032 .100 .065
20 .075 .077 .080 .079 .076 .078 .084 .081 .076 .051 .117 .098
40 .097 .097 .119 .118 .107 .106 .096 .121 .097 .077 .156 .153
80 .146 .146 .185 .185 .154 .153 .130 .201 .147 .130 .212 .232

160 .246 .246 .337 .337 .256 .254 .211 .360 .246 .235 .317 .328
X�Weibull, 5 .057 .054 .088 .016 .062 .063 .060 .052 .052 .009 .094 .043

Y�Weibull 10 .064 .065 .061 .054 .060 .060 .066 .056 .058 .036 .096 .058
20 .080 .081 .068 .068 .069 .069 .080 .068 .070 .059 .096 .080
40 .106 .106 .096 .094 .101 .101 .105 .099 .094 .088 .109 .107
80 .149 .150 .147 .147 .156 .155 .151 .152 .138 .134 .146 .148

160 .246 .246 .252 .252 .271 .270 .259 .269 .233 .231 .245 .254
X��2(1), 5 .088 .085 .088 .018 .064 .064 .080 .052 .054 .010 .090 .050

Y��2(1) 10 .094 .095 .067 .061 .066 .067 .095 .060 .058 .044 .086 .053
20 .105 .106 .082 .081 .083 .082 .102 .083 .068 .063 .092 .065
40 .133 .133 .126 .124 .122 .120 .132 .131 .087 .086 .094 .092
80 .170 .170 .201 .201 .199 .197 .189 .217 .122 .122 .126 .143

160 .249 .249 .362 .361 .342 .335 .313 .387 .193 .194 .205 .242
X�Uniform, 5 .053 .051 .089 .016 .062 .063 .052 .054 .053 .014 .092 .040

Y�Uniform 10 .059 .060 .060 .053 .060 .059 .061 .056 .057 .039 .105 .064
20 .070 .071 .068 .067 .071 .069 .069 .069 .069 .058 .096 .072
40 .094 .095 .093 .092 .093 .092 .096 .096 .093 .089 .106 .090
80 .146 .146 .144 .144 .146 .146 .153 .154 .145 .140 .152 .140

160 .242 .242 .239 .239 .243 .241 .252 .254 .241 .239 .247 .238
X�Bimodal, 5 .062 .059 .086 .019 .065 .065 .051 .053 .054 .024 .097 .044

Y�Bimodal 10 .059 .060 .059 .053 .060 .060 .059 .055 .057 .040 .099 .054
20 .074 .075 .075 .074 .075 .074 .075 .074 .072 .064 .098 .065
40 .097 .098 .098 .097 .095 .095 .101 .101 .096 .092 .108 .088
80 .142 .142 .152 .152 .141 .140 .149 .159 .141 .139 .148 .137

160 .247 .247 .264 .264 .249 .245 .262 .285 .246 .245 .251 .243
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Pearson t test, Spearman “exact” test, RIN transformation, permu-
tation test, and univariate bootstrap test.

Results and Discussion

As shown in Table 5, the results suggest that the benefits of the
permutation test often generalize to situations with practically
meaningful power. Among alpha-robust methods, the permutation
test always provided the highest power when n was 5, and it often
did so when n was 10. When the permutation test’s power was
surpassed by another alpha-robust method, it was always the RIN
method, and only when n was 10 and both variables were ex-
tremely nonnormal. As before, the permutation test showed con-
sistently higher power than did its “sampling-with-replacement”
counterpart, the univariate bootstrap test.

These extremely large effect size results again emphasize the
value of the permutation test when n is small and data are non-
normal. However, it should be noted that the permutation test was
sometimes inferior to the Pearson t test, especially when the data
were only slightly nonnormal. For example, when data were only
slightly skewed (one or both variables were Weibull), the Pearson
t test often provided higher power than did the permutation test. In
other words, the Pearson t test was able to withstand minor
deviations from normality (Fowler, 1987). Because the normality
deviations were so minor, the benefit of making parametric as-
sumptions might have outweighed the cost of violation of those
assumptions. Consistent with this notion, larger violations of nor-
mality were less favorable to the Pearson approach. For example,
when data were extremely nonnormal (chi-squared, bimodal, or
long-tailed distributions), the permutation test often outperformed
the Pearson correlation in terms of power or, as shown in Simu-
lation 1, Type I error rate control.

General Discussion

Consistent with previous work, Pearson’s r was relatively robust
to nonnormality with respect to Type I error rate, except for
especially small sample sizes or especially nonnormal distribution
shapes. However, other methods had even more robust Type I
error control. Specifically, the Spearman “exact” test, RIN trans-
formation, permutation test, and univariate bootstrap test all main-
tained the intended Type I error rate in all scenarios. These
alpha-robust methods often produced similar or higher power than

did the Pearson t test, particularly for distributions that were
extremely nonnormal. With small samples, usually n � 10, the
permutation test often provided a robust alternative, one with equal
or greater power than the Pearson t test (Simulations 1 and 2); the
permutation test also produced absolute power levels that were
large enough to be practically meaningful (Simulation 2). The
permutation test’s robustness may be due to the fact that the test
does not require a specific (i.e., normal) distribution shape. With
larger sample sizes, usually n � 20, the power benefits of the RIN
method became apparent (Simulation 1). These power benefits
also occurred at practically meaningful absolute levels of power
(Simulation 1). In at least one case, RIN’s power even exceeded
twice that of the Pearson t test. The benefits of RIN transformation
at large but not small sample sizes may be due to limitations of
transformation approaches when sample sizes are small. With a
small n, RIN-transformed data distributions may poorly approxi-
mate normality (Solomon & Sawilowsky, 2009). More generally,
with a small sample size, any transformation is likely to be
somewhat arbitrary because small samples may poorly resemble
the shapes of the populations from which they were drawn.

For both Type I error rates and power, the kind of nonnormality
mattered. Nonnormality was most problematic for the Pearson t
test when one or more distributions had highly kurtotic shapes,
such as the chi-squared or long-tailed distributions (note that this
pattern cannot be explained via the variance, because the popula-
tion variance was equated for all distribution shapes). These chi-
squared and long-tailed distributions were particularly prone to
Type I error inflation. This pattern converges with results from
several previous Monte Carlo studies, which have noted Type I
error inflation specifically with both the chi-squared distribution
and the Cauchy distribution (another extremely kurtotic distribu-
tion; W. H. Beasley et al., 2007; Edgell & Noon, 1984; Hayes,
1996). In our simulations, the Pearson t test with highly kurtotic
distributions not only resulted in inflated Type I errors, it also
resulted in relatively low power, at least compared with the power
that could be achieved by alternative methods. For instance, when
both distributions were highly kurtotic, the power advantage of
RIN over the Pearson t test was especially noticeable. These
patterns suggest that researchers should consider using robust
alternatives to the Pearson t test especially when distributions are
highly kurtotic and thus especially prone to outliers on one or both
tails.

Table 3 (continued)

Shape n

Pearson Spearman Transformation Resampling

t z t “Exact” Box–Cox Yeo–J. Arcsine RIN Perm Boot-Uni Boot-Bi Boot-Bi-BCa

X�Long-tailed, 5 .064 .062 .089 .017 .056 .059 .062 .051 .055 .008 .086 .060
Y�Long-tailed 10 .076 .077 .070 .065 .066 .062 .082 .065 .064 .029 .091 .075

20 .096 .097 .097 .096 .105 .101 .101 .099 .085 .068 .124 .108
40 .117 .118 .155 .154 .136 .137 .114 .163 .099 .093 .181 .131
80 .146 .147 .272 .271 .173 .175 .127 .291 .123 .120 .281 .254

160 .227 .227 .501 .500 .254 .248 .173 .535 .193 .189 .457 .477

Note. The bold values show the highest powered method(s) for each scenario among the alpha-robust methods (Spearman “exact,” RIN transformation,
permutation, and univariate bootstrap tests). The largest 95% confidence interval of the mean is 	.010. Yeo–J. � Yeo–Johnson; RIN � rank-based inverse
normal; Perm � permutation test; Boot-Uni � univariate bootstrap percentile test; Boot-Bi � bivariate bootstrap percentile test; Boot-Bi-BCa � bivariate
bootstrap test with bias correction and acceleration.
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Our simulations also examined the Spearman rank-order corre-
lation, a commonly recommended alternative to the Pearson cor-
relation when assumptions are violated. For the Spearman rank-
order correlation with small samples (n � 10), an “exact” test

better maintained the Type I error rate than did the t test, but with
large samples they produced nearly identical results. The Spear-
man rank-order correlation sometimes produced a noticeable
power improvement relative to the Pearson t test, especially with

Table 4
Power With a Large Effect Size in Simulation 1

Shape n

Pearson Spearman Transformation Resampling

t z t “Exact” Box–Cox Yeo–J. Arcsine RIN Perm Boot-Uni Boot-Bi Boot-Bi-BCa

X�Normal, 5 .130 .124 .168 .039 .133 .133 .137 .106 .132 .031 .191 .091
Y�Normal 10 .329 .333 .283 .265 .307 .309 .312 .278 .324 .231 .388 .314

20 .647 .649 .572 .570 .629 .630 .614 .591 .648 .588 .674 .646
40 .922 .922 .885 .884 .916 .915 .903 .903 .922 .910 .920 .912
80 .998 .998 .994 .994 .998 .998 .997 .997 .998 .997 .998 .997

X�Normal, 5 .130 .125 .180 .043 .144 .142 .140 .116 .139 .032 .199 .102
Y�Weibull 10 .336 .340 .309 .292 .331 .330 .328 .300 .337 .234 .411 .305

20 .659 .662 .615 .612 .669 .669 .647 .638 .661 .604 .705 .668
40 .929 .929 .910 .909 .934 .934 .923 .930 .928 .917 .935 .924
80 .999 .999 .998 .998 .999 .999 .999 .999 .999 .999 .999 .998

X�Normal, 5 .142 .135 .219 .056 .168 .168 .150 .145 .167 .027 .238 .157
Y��2(1) 10 .372 .376 .418 .397 .443 .441 .406 .412 .406 .244 .504 .360

20 .699 .702 .775 .773 .796 .789 .732 .797 .713 .624 .795 .736
40 .949 .950 .978 .978 .983 .982 .969 .984 .952 .937 .972 .954
80 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 .999 .999 .998

X�Normal, 5 .133 .128 .178 .046 .142 .141 .140 .117 .136 .039 .199 .093
Y�Uniform 10 .328 .332 .295 .277 .314 .316 .329 .288 .329 .244 .395 .314

20 .654 .656 .605 .603 .642 .642 .659 .626 .653 .606 .685 .643
40 .922 .923 .894 .893 .918 .918 .925 .918 .922 .912 .923 .910
80 .998 .998 .996 .996 .998 .998 .998 .998 .998 .998 .998 .998

X�Normal, 5 .132 .127 .185 .047 .150 .150 .135 .121 .146 .043 .207 .100
Y�Bimodal 10 .323 .326 .302 .285 .318 .317 .342 .299 .324 .243 .400 .309

20 .656 .659 .627 .624 .647 .644 .666 .641 .655 .612 .683 .625
40 .928 .929 .920 .919 .925 .925 .936 .938 .929 .920 .929 .919
80 .998 .998 .998 .998 .998 .998 .998 .999 .998 .998 .998 .998

X�Normal, 5 .187 .178 .246 .068 .206 .212 .198 .164 .204 .045 .269 .169
Y�Long-tailed 10 .465 .470 .467 .445 .503 .502 .471 .469 .503 .284 .576 .456

20 .779 .782 .836 .834 .855 .851 .745 .856 .790 .686 .884 .805
40 .966 .966 .990 .990 .988 .986 .945 .994 .966 .946 .989 .971
80 1.000 1.000 1.000 1.000 1.000 1.000 .998 1.000 1.000 .999 1.000 .998

X�Weibull, 5 .157 .152 .185 .046 .145 .144 .159 .117 .142 .038 .202 .106
Y�Weibull 10 .348 .351 .312 .296 .335 .335 .341 .303 .314 .231 .389 .289

20 .627 .630 .599 .596 .654 .650 .626 .626 .601 .561 .653 .614
40 .907 .908 .910 .909 .935 .933 .913 .926 .896 .888 .920 .909
80 .997 .997 .998 .998 .999 .999 .998 .999 .997 .996 .998 .997

X��2(1), 5 .245 .240 .212 .056 .181 .180 .244 .138 .155 .035 .209 .144
Y��2(1) 10 .398 .399 .391 .370 .399 .391 .408 .380 .290 .230 .361 .282

20 .597 .599 .729 .728 .731 .718 .632 .753 .485 .474 .610 .519
40 .849 .850 .968 .968 .964 .959 .914 .978 .759 .769 .879 .842
80 .987 .987 1.000 1.000 1.000 1.000 .998 1.000 .972 .974 .994 .991

X�Uniform, 5 .146 .140 .188 .049 .151 .150 .145 .124 .147 .048 .203 .095
Y�Uniform 10 .333 .336 .304 .287 .322 .322 .340 .295 .321 .253 .399 .304

20 .631 .634 .600 .596 .621 .622 .658 .621 .627 .592 .660 .598
40 .920 .921 .907 .906 .918 .917 .934 .924 .918 .912 .920 .906
80 .998 .998 .998 .998 .998 .998 .999 .999 .998 .998 .998 .998

X�Bimodal, 5 .157 .153 .186 .046 .152 .152 .147 .119 .147 .070 .207 .096
Y�Bimodal 10 .335 .340 .333 .312 .331 .329 .364 .327 .321 .266 .393 .284

20 .633 .636 .657 .655 .635 .634 .687 .676 .627 .596 .656 .593
40 .914 .915 .932 .931 .917 .915 .939 .946 .914 .905 .915 .907
80 .998 .998 .999 .999 .998 .997 .999 1.000 .998 .998 .998 .998

X�Long-tailed, 5 .228 .221 .265 .067 .220 .220 .241 .177 .215 .037 .273 .201
Y�Long-tailed 10 .443 .447 .498 .478 .522 .507 .451 .499 .474 .262 .575 .497

20 .654 .656 .865 .863 .850 .842 .633 .883 .652 .595 .886 .793
40 .838 .840 .993 .993 .962 .961 .784 .995 .770 .761 .991 .952
80 .984 .984 1.000 1.000 .997 .997 .928 1.000 .950 .949 1.000 .998

Note. The bold values show the highest powered method(s) for each scenario among the alpha-robust methods (Spearman “exact,” RIN transformation,
permutation, and univariate bootstrap tests). The largest 95% confidence interval of the mean is 	.010. Yeo–J. � Yeo–Johnson; RIN � rank-based inverse
normal; Perm � permutation test; Boot-Uni � univariate bootstrap percentile test; Boot-Bi � bivariate bootstrap percentile test; Boot-Bi-BCa � bivariate
bootstrap test with bias correction and acceleration.
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large sample sizes (consistent with Zimmerman & Zumbo, 1993).
However, even then, power was still higher for the RIN transfor-
mation of the data. This pattern of results poses a problem for
many statistics textbooks, which recommend the use of nonpara-
metric tests, including the Spearman correlation, when normal-
theory assumptions are violated and sample size is small. In the
current research, the non-Pearson approaches were most beneficial
when n was large, not small. Textbooks may have encouraged
nonparametric procedures with a small n because textbooks often
focused on nonparametric tests for equality of means (e.g., the
Mann-Whitney U test). Comparatively less space has been devoted
to nonparametric tests of association.

In similar fashion to Pearson’s r, the permutation test was, in
many cases, less powerful than RIN transformation. The permu-
tation test’s advantage was primarily limited to small sample size
scenarios. This finding, along with the findings of others (e.g.,
Hayes, 1996), contradicts the idea that permutation tests are the
“gold standards” of hypothesis testing, at least for correlations.
However, the permutation test did provide a consistent power
advantage relative to the corresponding univariate bootstrap test.
To our knowledge, this finding is novel. Sampling with replace-
ment (as in the univariate bootstrap) is sometimes thought bene-
ficial because it allows for more possible combinations of X and Y
to create a sampling distribution, especially when the sample size
is small. However, the benefit of these additional combinations
must be offset by some other cost. One such cost could be the
possibility of repeated sampling of outliers. Such repeated sam-
pling of outliers could expand the confidence interval for the null
bootstrap sampling distribution, which would in turn make it more
difficult to reject the null hypothesis.

The current results, which favor the RIN transformation in many
scenarios, may be seen as hard to resolve with previous work that
questioned the utility of the RIN approach. Most recently, T. M.
Beasley et al. (2009) showed that RIN transformation can, in some
situations, actually increase Type I error and reduce power. How-
ever, their simulations focused on tests of equality of means and
frequencies, not tests of the population correlation coefficient. One
reason that RIN might be more successful with correlations is that,
in the rank transformation of correlational data, the X and Y
variables are ranked separately rather than together. The separate
rankings can prevent preservation of the original nonnormal dis-
tribution shape properties, a problem that can occur with other
rank-based tests, such as tests of the equality of means (see
Zimmerman, 2011).

The central motivation behind the use of RIN (and other trans-
formations) is that nonnormality can mask the underlying mono-
tonic relationship among variables (Calkins, 1974; Dunlap et al.,
1995; Lancaster, 1957). Transformation toward approximate nor-
mality allows the assumptions of the t test of the Pearson corre-
lation to be met, thus increasing the likelihood that a relationship
will be detected when present. Detection of this underlying rela-
tionship via transformed variables in no way precludes additional
analysis on the original, untransformed variables. To the contrary,
a significant result from a RIN transformation could even be used
to support additional testing of the data through nonlinear regres-
sion or other techniques. The significant effect provides some
protection against capitalization on chance by assuring that there is
a relationship among variables before engaging in more fine
grained tests of the nature of that relationship.

Table 5
Power With a Very Large Effect Size (� � .8) and Small Sample Size in Simulation 2

Shape n

Pearson Spearman Transformation Resampling

t “Exact” RIN Perm Boot-Uni

X�Normal, Y�Normal 5 .413 .131 .284 .374 .121
10 .871 .756 .781 .864 .710

X�Normal, Y�Weibull 5 .439 .154 .321 .419 .130
10 .905 .818 .839 .905 .731

X�Normal, Y��2(1) 5 .633 .396 .616 .770 .123
10 .997 .993 .996 1.000 .810

X�Normal, Y�Uniform 5 .433 .147 .318 .413 .149
10 .893 .799 .819 .890 .745

X�Normal, Y�Bimodal 5 .430 .167 .333 .432 .153
10 .883 .825 .844 .883 .752

X�Normal, Y�Long-tailed 5 .944 1.000 1.000 1.000 .342
10 1.000 1.000 1.000 1.000 .827

X�Weibull, Y�Weibull 5 .440 .144 .301 .384 .119
10 .862 .783 .803 .840 .691

X��2(1), Y��2(1) 5 .498 .159 .335 .389 .096
10 .820 .839 .858 .747 .605

X�Uniform, Y�Uniform 5 .440 .149 .309 .397 .166
10 .866 .779 .797 .854 .737

X�Bimodal, Y�Bimodal 5 .454 .164 .337 .428 .221
10 .856 .831 .852 .838 .756

X�Long-tailed, Y�Long-tailed 5 .559 .222 .424 .537 .118
10 .910 .923 .935 .921 .615

Note. The bold values show the highest powered method(s) for each scenario among the alpha-robust methods (Spearman “exact,” RIN transformation,
permutation, and univariate bootstrap tests). The largest 95% confidence interval of the mean is 	.010. RIN � rank-based inverse normal; Perm �
permutation test; Boot-Uni � univariate bootstrap percentile test.
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Limitations

The current simulations focused on variables from continuous
distributions, but it is unclear how well the results would gener-
alize if variables were drawn from discrete distributions, which can
often produce ties. Additional research would be required to de-
termine how well the approaches compared in this article would
fare in addition to approaches specifically developed for data with
frequent ties (e.g., Goodman-Kruskal Gamma, Kendall’s tau).

Even when using continuous data, caution should be urged when
using RIN transformation with analyses that are more complicated
than bivariate correlation. The RIN transformation may produce
inconsistent Type I error rates for more complicated regression
models, particularly for interaction terms (see Blair, Sawilowsky,
& Higgins, 1987; Wang & Huang, 2002). More generally, al-
though the current results suggest that RIN transformation can
address the issue of nonnormality, there is no guarantee that it can
address other assumption violations, such as heteroscedasticity,
when testing the significance of correlations (see Hayes, 1996).
When heteroscedasticity or factorial designs are present, rank-
based methods in general often demonstrate inferior performance
(T. M. Beasley et al., 2009; Salter & Fawcett, 1993; Zimmerman,
1996). Clearly, additional research would be needed to explore the
costs and benefits of RIN in other scenarios.

The present work addresses significance testing but not param-
eter estimation. For the RIN approach, researchers might be inter-
ested in the correlation coefficient of the transformed data. Unfor-
tunately, it is unclear how well this parameter, as estimated from
the sample, corresponds to the RIN-transformed correlation coef-
ficient of the population. Additional simulation research is needed
in order to examine the bias and variance of this and other
estimators (e.g., regression weights) resulting from RIN transfor-
mation. More generally, although significance testing is important,
it is only the starting point of a responsible analysis of the data;
parameter estimation will often be needed in order to characterize
effect sizes, confidence intervals, or other metrics that can clarify
the meaning and importance of a statistically significant effect
(American Psychological Association, 2010).

Conclusions

At least under the conditions studied, the simulations presented
in this article suggest that RIN transformation, by managing Type
I error while simultaneously increasing power, can be a useful tool
for assessing the significance of bivariate correlations with non-
normal data. When considering the use of RIN transformation, it
should be noted that the RIN approach is conceptually similar to
the well-accepted Spearman’s rank-order correlation. Both ap-
proaches involve first transforming the data into ranks and later
calculating the Pearson correlation on the transformed data. The
difference is that the RIN approach has the intermediate step of
transforming the flat distribution of ranks into a normal-shaped
distribution. Thus, the RIN approach may be seen as an extension
of the Spearman rank-order correlation.

In conclusion, when correlations between nonnormal variables
need to be tested for significance, the RIN transformation approach
may sometimes be useful when the sample size is at least 20. In
many situations, this approach may improve power while preserv-
ing Type I error. For smaller samples of nonnormal data, the

permutation test may sometimes be more advantageous than the
commonly recommended alternatives. Finally, the RIN transfor-
mation and permutation test are not beneficial in all situations, but
their benefits are especially worth considering when testing the
significance of a correlation with highly kurtotic distributions,
which are prone to outliers.
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Appendix

RIN Transformation in Statistics/Spreadsheet Software Packages

Microsoft Excel

Assuming n � 20 and the data are in cells A1 through A20, the
RIN-transformed value of A1 would be given by the Excel equa-
tion

NORMINV((RANK(A1,A$1:A$20,1)-.5)/20,0,1)

This equation could be copied into the cells below it in order to get
the RIN-transformed values for the other data points. For ns other
than 20, replace all 20s in the equation with the new n.

SPSS

SPSS has built-in functions for RIN transformation. In Version
18.0, these can be found by clicking on Transform, then Rank
Cases. In the Rank Types button menu, check Normal Scores. The
Rankit option has the formula used in the article. Alternatively,
syntax can be used:

RANK VARIABLES�VAR00001 (A)

/NORMAL

/RANK

/PRINT�YES

/TIES�MEAN

/FRACTION�RANKIT.

SAS

SAS also has built-in functions for RIN transformation. Users
choose the PROC RANK procedure. To perform a RIN transfor-
mation, users select NORMAL as the ranking method and then
specify the desired RIN transform (i.e., Blom, Tukey, or van der

Waerden; Rankit is not available). Sample syntax using the van der
Waerden method is as follows:

PROC RANK

DATA�OLDDATA

OUT�NEWDATA

DESCENDING

NORMAL�VW

TIES�HIGH;

RANKS RANKEDX RANKEDY;

VAR X Y;

RUN;

R

#rank based inverse normal using Rankit.

RINfun�function(yorig)

{

yranks�rank(yorig)

tempp�(yranks-.5)/(length(yranks))

return(qnorm(tempp))

}
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